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Abstract The light field is a 4D function that rep-

resents the radiance of light traveling in every direc-

tion through every point in 3D space. In this paper,

we demonstrate how effectively 4D light fields can be

sampled from the real world using a custom-built 4D

light field camera system constructed based on cheaply

and commonly available Raspberry Pi computers. The

camera system consisting of a camera array and a ded-

icated calibration software is flexible and scalable in

structure because the system can be reconfigured easily

to meet the user’s needs. We show the effectiveness of

the camera system by interactively visualizing captured

4D light fields using our GPU-accelerated light field

renderer supporting a virtual camera model that syn-

thesizes various photographic effects including zooming

and panning, refocusing, focus breathing, and depth-

of-field control. We believe that the do-it-yourself 4D

light field camera will be explored effectively in tradi-

tional application fields, such as computer graphics and

vision, and in other areas like science education.
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1 Introduction

1.1 Capturing 4D light fields

The light field or plenoptic function describes the radi-

ance of light traveling in every direction through every

point in three-dimensional (3D) space [2]. As success-

fully explored in the computer graphics community for

visualizing 3D scenes, the four-dimensional (4D) light

field function L(u, v, s, t) represents the radiance of light

in free 3D space that often uses a pair of points (u, v)

and (s, t) on two distinct planes as parameters [12,10].

While the concept of the light field has effectively been

applied to produce useful applications in various fields

including 3D graphics, computer vision, and compu-

tational photometry, a challenging problem is how to

acquire the light field data from the real world. An ef-

fective way of generating a 4D light field is to use a

specialized light field camera, also known as a plenop-

tic camera. Since a light field camera was proposed that

used a lenticular array at the image plane to gather

light impinging on different subregions of the lens aper-

ture [3], several attempts to build a feasible light field

camera have been made, as will be discussed in the re-

lated work section. Some of these efforts were successful

and led to the production of commercial light field cam-

eras [16,20].
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1.2 Our contributions

In this work, we propose yet another light field camera

prototype, whose main focus is simplicity and open-

ness. The main contribution is that, unlike previous

approaches, a custom-built light field camera can eas-

ily be assembled by the general user using commonly

and cheaply available Raspberry Pi computers. The ar-

chitecture of the presented camera system is flexible

in structure and can be customized easily to meet the

user’s requirements for the camera capability such as,

for example, the field of view and the resolution of

4D light field images. The prototype is also scalable

in that its capability can be extended simply by adding

additional components. Furthermore, by replacing the

mainboards and/or camera modules with those of newer

Raspberry Pi systems, the camera system can be up-

graded easily to one with enhanced light-capturing ca-

pability and power. Note that using the compact, low-

cost Raspberry Pi systems, it is possible to build a

smaller sized camera producing 4D light fields of higher

resolutions than previous light field cameras (e.g., [27,

28,26]) without requiring any extra custom-designed

hardware unit as in previous ones (e.g., [26,28,18,9,24]).

To demonstrate the effectiveness of our approach to

build a do-it-yourself 4D light field camera using the

Raspberry Pi systems, we have constructed one that

captures raw images using a 10×10 array of Raspberry

Pi camera modules. In our system, the camera modules

are respectively connected to dedicated Raspberry Pi

mainboards, which are controlled by a host PC on a
Wi-Fi network while the captured images of nontriv-

ial size are transmitted to the host PC over a stable

and fast wired network. In addition to the hardware

system, we have also developed a robust camera cali-

bration method, enabling to generate effective 4D light

fields from the captured raw images. Furthermore, we

have designed and implemented on the GPU a virtual

camera model that aims to create a variety of photo-

graphic effects from the acquired 4D light fields.

The rest of this paper is structured as follows. After

reviewing related work and basic theories in Sections 2

and 3, we explain the design and implementation of our

light field camera system in Sections 4 and 5. In Sec-

tions 6 and 7, we then demonstrate how efficiently our

GPU-assisted light field renderer can process the ac-

quired 4D light fields to interactively synthesize inter-

esting effects, such as zooming and panning, refocusing,

focus breathing, and depth of field. Finally, the paper

is concluded with future directions in Section 8.

2 Related work

In the early 2000s, there were several approaches to con-

struct dense camera arrays aiming to generate various

kinds of light fields. Yang et al. [27] built a distributed

camera system made of a 8× 8 array of low-cost video

cameras, each of which recorded 320× 240 pixel videos

at an average frame rate of 18 frames per second. Inter-

estingly, the light field camera showed refocusing capa-

bilities; however, the rendered images contained annoy-

ing artifacts when generating the depth-of-field effect,

which was mainly due to an insufficient number of cam-

eras and low image resolution.

Zhang and Chen [28] constructed a camera array

consisting of 48 cameras whose arrangement can eas-

ily be reconfigured to enhance the overall rendering

quality. While the effectiveness of the idea of view-

dependent image capturing via a reconfigurable cam-

era array was demonstrated through rendering exam-

ples, they applied the system only to the generation

of images seen from a moving viewpoint without any

synthetic lens effects. Wilburn et al. [26] also built a re-

configurable camera array using custom hardware com-

ponents that could record 640 pixel videos at high frame

rates. In particular, when cameras with wide-angle lenses

were employed, the camera system could successfully

simulate synthetic aperture photography. Targeting a

light field camera system consisting of multiple-megapixel

cameras, Venkataraman et al. [24] recently fabricated a

camera array into a single monolithic sensor substrate

with an integrated lens array that was small enough

to be mounted on mobile devices. The idea of using

a camera array in light field microscopy [13] to sample

both spatial and angular distribution of light was also

implemented recently by Lin et al. [15].

In addition to these camera array systems, there

have also been attempts to construct a hand-held light

field camera. Ng et al. [18] presented a plenoptic cam-

era that sampled the 4D light field in a single photo-

graphic exposure by placing a microlens array between

the imaging sensor and the main lens. Using the sam-

pled light fields, they demonstrated that the refined

quality of synthetic aperture effects, such as refocus-

ing and depth of field, were possible through effective

sampling of the aperture of a virtual lens (see also [17]).

On the other hand, Georgeiv et al. [9] presented a de-

sign scheme in which an effective light field camera was

built by attaching a system of lenses and prisms to a

conventional camera. When combined with a computer-

vision based algorithm, they reported that their camera

could achieve a high spatial resolution of 700×700 pix-

els in the computed images. In contrast to these meth-

ods based on optical rebinning, which often forced a
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fixed tradeoff between spatial and angular resolution,

more flexible techniques have been presented for build-

ing light field cameras sampling higher quality 4D light

fields [23,14].

Finally, Raspberry Pi is a small single-board com-

puter running a Linux-based operating system, which

was first developed by the Raspberry Pi Foundation

with the aim to promote basic computer technology and

programming education in schools [8]. Since the first

model appeared in 2013, several generations of Rasp-

berry Pi computers have been released to rapidly ex-

pand their application areas, including gaming, clus-

ter computing, home automation, web browsing, and

robotics to name just a few. In this paper, we show

that Raspberry Pi computers can also be used effec-

tively for building a do-it-yourself 4D light field camera

system with easily reconfigurable capacity according to

the user’s needs.

3 Preliminaries

3.1 Estimation of camera parameters

Camera calibration is the process of estimating the pa-

rameters for modeling a camera to generate given pho-

tographs, wherein a camera matrix mapping from world

space to image space is approximated, often along with

distortion coefficients [11]. The camera matrix is repre-

sented as a multiplication of two matrices that respec-

tively describe the intrinsic and extrinsic parameters

of the camera. The 3 × 3 intrinsic matrix MI , map-

ping from camera space to image space, is composed of

the focal lengths fx and fy, the principal point offset

(cx, cy), and the axis-skew coefficient γ:

MI =

 fx γ cx
0 fy cy
0 0 1


Contrary to the intrinsic matrix that is invariant

with respect to a given camera, the 3×4 extrinsic matrix

ME encompasses the specific position and orientation of

the camera in world space; therefore, it is represented

through translation T and rotation R, which enables

the transformation from world space to camera space:

ME =

r11 r12 r13 t1r21 r22 r23 t2
r31 r32 r33 t3

 = [R |T ]

Once these two matrices are estimated, we are able

to transform points between world space (xw, yw, zw)

and image coordinates (u, v) as

zcuzcv
zc

 = MIME


xw
yw
zw
1

 ,

where zc denotes the depth of point along the principal

axis. In addition to these matrices, we must usually deal

with extra parameters that correct the lens distortion,

where the correction is often performed through the

radial (k1, k2, k3) and tangential distortion coefficients

(p1, p2) [5] as(
ucorrected
vcorrected

)
= (1 + k1r

2 + k2r
4 + k3r

6)

(
u

v

)
+

(
2p1uv + p2(r2 + 2u2)

p1(r2 + 2v2) + 2p2uv

)

3.2 Applications of light field data

As often done in light field rendering [12,10], the ra-

diance L(u, v, s, t) of the 4D light field that we are to

acquire is parameterized through the light ray defined

by two points (u, v) and (s, t) on two distinct (not nec-

essarily parallel) planes, in which the coordinates are

normalized so that both (u, v) and (s, t) lie within the

unit square [0, 1] × [0, 1] (see Fig. 1). Then, the inten-

sity of image formed on the film plane is proportional to

the irradiance of incoming light that is received through

the aperture of a given lens. It is known that the irradi-

ance E(s, t) at the film point is expressed as a weighted

integral of the radiance L(u, v, s, t) over the lens area

E(s, t) =
1

f2

∫ ∫
L(u, v, s, t) cos4 θdudv,

where f is the focal distance and θ is the angle between

the ray (u, v, s, t) and the film plane normal [22].

Incoming light

L(u, v, s, t)
u

v

s

t

1.0

1.0

1.0

1.0

(s, t)
(u, v)

Fig. 1 Parameterization of the 4D light field space.

Once a 4D light field dataset is sampled success-

fully through the light slab, several interesting render-

ing effects such as view change [12,10], refocusing [18],
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depth-of-field control [25] can effectively be reproduced

from it. For instance, the image refocused at a new fo-

cal distance f ′ can be created from the light field data

captured with the focal distance f by applying the syn-

thetic photography equation

Lf ′(u, v, s, t) = Lf (u, v, u+
s− u
α

, v +
t− v
α

)

= Lf (u, v, u(1− 1

α
) +

s

α
, v(1− 1

α
) +

t

α
),

where α = f ′

f .

If the cos4 θ term in E(s, t) is approximated as 1,

the irradiance image value simplifies to

E(s, t) =
1

α2f2

∫ ∫
Lf ′(u, v, s, t)dudv,

which, for each image pixel (s, t), is then approximated

using a numerical integration technique over the dis-

cretized (u, v) space. Note that while the above inte-

grals generally assume that the uv-plane coincides with

the lens aperture plane, the virtual camera we imple-

ment in this work is permitted to be placed in world

space at arbitrary positions and orientations, as will be

shown later.

4 Construction of 4D light field camera

Fig. 2 shows the camera system we developed, which

is mainly composed of a 10× 10 array of Raspberry Pi

camera modules mounted on a tripod and a cluster of

100 Raspberry Pi 1 Model B+ boards housed in a spe-

cially designed acrylic rack. Each camera in the Rasp-

berry Pi camera module (v.1.3) uses a fixed-focus lens

with a depth-of-field range from 1 m to infinity and an

OmniVision’s 5 megapixel CMOS sensor (OV5647) that

outputs 2, 592×1, 944 pixels. The lens has a focal length

of 3.60 mm and, combined with a sensor image area of

3.76×2.74 mm, provides a field of view of roughly 53.50

degrees (horizontal) and 41.41 degrees (vertical).

As illustrated in Fig. 3, we tried to place the cam-

eras as closely to each other as possible in a hope to

produce 4D light fields of high resolution. Owing to

the size of the camera module, the distance between

the centers of two adjacent lenses in the camera array

was set at 28 mm; therefore, the effective area of the

camera array amounts to 280 × 280 mm. The camera

modules in the array have respective addresses (i, j),

i, j = 0, 1, · · · , 9, with the bottommost leftmost one

(0, 0). A 15-pin ribbon cable attaches each Raspberry

Pi camera board fixed on the array to their respective

(a) The 4D light field camera (b) The 10 × 10 camera
array

(c) The Raspberry Pi com-
puters in a rack

(d) Connection via 15-pin
ribbon cables

Fig. 2 Snapshots of our 4D light field camera system.

a = 3.5mm
b = 6.0mm
c = 4.5mm
d = 2.0mm

a b c c b a

d

de

f
g

h

i

e = 2.0mm
f = 7.5mm
g = 5.0mm
h = 4.0mm
i = 9.5mm

Fig. 3 Design plan for the 10 × 10 camera array, including
dimensions. Each Raspberry Pi camera board is aligned on
the camera array plane through the small square, indicating
that the centers of two adjacent cameras are 28.0 mm apart
horizontally and vertically.

15-pin MIPI Camera Serial Interface (CSI) connector

on a dedicated Raspberry Pi board.
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The 100 Raspberry Pi computers are then wirelessly

connected via a Wi-Fi network to a host PC that con-

trols the entire camera system. For effective handling

of the 100 computers simultaneously, we used the Se-

cure Shell network protocol to implement a remote com-

mand execution that allows an easy access to the shell

account on the Unix-like operating system of the Rasp-

berry Pi system. The main task of the host PC is to

issue commands for initiating image capture and col-

lecting the captured raw images into the storage sys-

tem. When the image captures by the 100 camera mod-

ules were completed, the raw images were sent over a

wired local network from the 100 Raspberry Pi comput-

ers to the host PC through three rackmount network

switches (TP-Link TL-SF1048), each supporting up to

48 10/100 Mbps RJ45 ports, in which the transmission

usually took less than a minute per capture.

In the current implementation, the camera modules

are partitioned into two groups of equal size. The image-

shooting command from the host PC is executed by

capturing images corresponding the cameras in the first

group, and then after a short pause of about half a sec-

ond, capturing the remaining images. The reason for

this is that when the entire 100-camera array works si-

multaneously, we suffer from intermittent excessive sig-

nal interference along the ribbon cables between the

camera modules and the Raspberry Pi boards, result-

ing in irregular image noises. While this problem has

been resolved by taking the pictures in two steps, it

remains to be solved in the future.

5 Generation of calibrated 4D light fields

5.1 Setting up a 4D light field in world space

To enable the generation of an effective 4D light field

dataset from a collection of raw images captured by the

camera array, the normalized parameter space of the

4D light field L(u, v, s, t) must be mapped into the real

world appropriately. In our camera system, the space

mapping is defined by the relative position between a

checkerboard and the camera array (see Fig. 4). First,

we use a square-shaped checkerboard to define a right-

handed 3D world coordinate system in which the xw-

and yw-axes are parallel to the two orthogonal sides of

the checkerboard with its bottom left corner located at

the origin. Here, the checkerboard area, corresponding

to the [0, 1]×[0, 1] region on the st-plane in the parame-

ter space of the 4D light field, specifies the view window

through which each camera in the camera array sees the

world.

Second, when the camera array is placed, a point pca
and three orthonormal vectors uca, vca, and nca are de-

View window

PRP window

Incoming light

nca
uca

vca

pca

zw

xw

yw

eij

World space

L(u, v, s, t)
u

v

s

t

1

1

1

1

Fig. 4 Definition of a 4D light field space in world space. By
placing the camera array against a checkerboard, the world
coordinate system and a 4D light field space relative to the
world space are determined.

termined with respect to the world space, similar to the

checkerboard, where the camera array region is called

a PRP window because it includes the projection refer-

ence points of the camera modules. It is natural that the

PRP window, mapped onto the [0, 1]× [0, 1] area on the

uv-plane in the normalized parameter space, be paral-

lel to the view window. However, in practice, it suffices

to carefully place the checkerboard and the camera ar-

ray as parallel as possible when shooting. In this setup,

the camera center, i.e., the projection reference point

eij of each camera module, is designed to be uniformly

distributed in the camera array. Thus, we may assume

that the captured image has already sampled the PRP

window area on the uv-plane uniformly.

Two tasks must be performed before exploring the

captured image data for light field rendering. First, ev-

ery time when the position of the camera array changes

relative to the checkerboard, the geometry parameters

pca, uca, vca, and nca are recalculated by way of a cal-

ibration process, which will be explained shortly. Sec-

ond, the raw image captured by each camera module

is resampled so that the resulting one is regularly sam-

pling the view window on the st-plane, which will com-

plete the generation of a uniformly sampled discrete 4D

light field dataset.

5.2 The calibration process for our camera system

5.2.1 Discrete parameter space for 4D light fields

Whereas a different configuration may be employed, for

explanation purposes, we assume that the camera sys-

tem uses a 10× 10 camera array and the view window
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area is sampled at the resolution of ns × nt. Thus, the

unit square on the uv-plane is sampled at (ui, vj) =

( i+0.5
10 , j+0.5

10 ), i, j ∈ [0, 9], whose position eij in the

world space can easily be generated using the geometry

parameters pca, uca, vca, and nca. On the other hand,

the unit square on the st-plane is sampled at (sk, tl) =

(k+0.5
ns

, l+0.5
nt

), k ∈ [0, ns− 1], l ∈ [0, nt− 1], whose posi-

tion is scaled into the world space using the actual size

of the checkerboard. Note that, unlike the PRP window,

the uniformly sampled view window space may have a

domain larger than the unit square [0, 1]× [0, 1] as long

as the captured images provide the appropriate color

information. (For instance, we may have a st-domain

like [−1.2, 1.2]× [−1.2, 1.2] if possible.) Thus, under the

given configuration, the discrete 4D light field dataset

obtained after the calibration process represents a 4D

image L(ui, vj , sk, tl).

5.2.2 Estimating the geometry parameters for the PRP

window

The first substep to calibrate our camera system is

to estimate the intrinsic parameters of the participat-

ing camera modules. The extrinsic matrix is then esti-

mated for each camera through which its position and

orientation in the world space is obtained. We carried

out these fundamental camera-calibration processes us-

ing the functions provided by the OpenCV library [19].

Theoretically, the estimated projection reference points

for the cameras should be located on the same plane in

the world space. However, the reference points often de-

viate numerically from a single common plane because

of various numerical errors introduced during the sys-

tem construction and camera calibration. While these

deviations are usually small, they often cause difficul-

ties, particularly visually during the stage of light field

rendering. To avoid these problems as much as possible,

we estimate the “best” positions of the cameras in the

world space and the geometry parameters of the PRP

window through the following calibration process.

Let (xij , yij , zij) be the world-space coordinate of

the position of the (i, j)-th camera, i, j ∈ [0, 9], ob-

tained via the extrinsic calibration. Then, for a plane

P (x, y, z) = ax + by + cz + 1 = 0 in the world space

that is supposed to hold the camera centers, we have

an overdetermined linear system as follows, in which

the cameras are enumerated in an arbitrary order with

ncam = 100:
x1 y1 z1
x2 y2 z2
...

...
...

x100 y100 z100


ab
c

 =


−1

−1
...

−1



For the optimal plane P ∗(x, y, z) = a∗x + b∗y +

c∗z + 1 = 0, obtained using the least-squares approxi-

mation method, let P̂∗ij be the world-space position of

the (i, j)-th camera projected onto this plane. Ideally,

the new camera positions in the world space must be

located at the centers of the cells of a 10 × 10 regular

grid on the optimal plane P ∗(x, y, z) = 0, representing

our camera array in the world space, since our camera

array has been designed as such. Because of numerical

precision problems, the estimated positions are not usu-

ally aligned precisely with the grid. In developing our

camera array, we placed a 10×10 regular grid on the op-

timal plane to minimize the deviations of the projected

camera centers.

For simpler computation, consider a two-dimensional

(2D) coordinate system (x, y) defined by the barycenter

of the projected camera centers P̂∗ij and two principal

directions that are obtained by first projecting the xw-

axis of the world space onto the optimal plane, defin-

ing the x-axis direction, and then calculating the direc-

tion orthogonal to it, defining the y-axis direction (refer

to Fig. 5 for the new coordinate system). Then, let

P∗ij = (x∗ij , y
∗
ij)

t be the coordinates of P̂∗ij in the new

2D space.

x

(-140, -140)

(140, 140)

y

x

yPij Pij

Pij

Fig. 5 Finding the “best” placement of the PRP window in
the world space. P∗ij denotes the projected position of the

(i, j)-the camera in the 2D space whereas Pij is the center of
the (i, j)-th cell of the 10 × 10 grid. Also, P̄ij indicates the
point of Pij transformed by the unknown rigid body motion,
which is to be estimated.

Initially, a 10×10 uniform grid, tessellating the PRP

window region of dimension 280× 280 mm, is placed in

the 2D space so that its center coincides with the ori-

gin (see the grid in the left of Fig. 5), where the cen-

ter of the (i, j)-th cell of the grid is denoted by Pij =

(xij , yij)
t. The grid is then adjusted on the plane using

a rigid body transformation M(α, β; θ) = T (α, β)R(θ)

so that the sum of the squared distances between P̄ij

and P∗ij is minimized in which P̄ij is the position of Pij

after the transform. This can be achieved by finding the

translational (α∗ and β∗) and rotational (θ∗) displace-
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ments of the rigid body motion that minimize the sum

of the squares (refer to Appendix for details on how to

estimate the optimal displacements).

Note that the normal vector of the optimal plane

P ∗(x, y, z) = 0 that contains the PRP window in the

world space determines the unit vector nca (see Fig. 4

again). Then, the remaining geometry parameters pca,

uca, and vca of the PRP window can easily be obtained

from the parameters (α∗, β∗; θ∗) that specify the opti-

mal position and orientation of the camera array with

respect to the optimal plane.

5.2.3 Resampling the raw images

The final stage of generating a final 4D light field dataset

L(ui, vj , sk, tl) is to resample each image, captured at

(ui, vj), i, j ∈ [0, 9], at the uniformly distributed sample

points (sk, tl), k ∈ [0, ns− 1], l ∈ [0, nt− 1], on the view

window. The two planes that contain the PRP and view

windows are usually not parallel exactly, meaning the

physical image plane of a camera module is not parallel

to that of the view window. Thus, a planar homography

matrix matching the points on the two planes is calcu-

lated first using the OpenCV library, and a uniformly

sampled ns × nt image is created for the camera.

6 Light field rendering

6.1 A virtual camera model for light field rendering

For effective rendering of acquired 4D light field datasets,

we define a virtual camera that is interactively manip-

ulated by the user. First, the camera frame, which de-

termines the camera’s extrinsic parameters, is specified

in the world space using a point ec, designating the ori-

gin of the camera space, i.e., the projection reference

point of the camera, and three orthonormal vectors uc,

vc, and nc, respectively, indicating the xc, yc, and zc
axes of the camera space, where the camera looks in

the negative zc axis direction similarly to the OpenGL

system (see Fig. 6).

Second, regarding the intrinsic parameters, we simu-

late a medium-format film photography, although other

formats are also possible. In particular, we employ the

120 film format, with an actual image size of 56×56 mm.

Thus, (i) when the user chooses the focal length f (in

mm) of a virtual lens, the field of view θf (in degree)

or the angle of view for infinite focus is set to θfov =

2 tan−1 56
2f . Next, (ii) if the user focuses the camera by

setting the focus distance do, i.e., the distance between

the lens and the (imaginary) plane of objects that are

perfectly in focus, the virtual film, whose plane is or-

thogonal to the zc axis, is placed at zc = di with its

center point on the zc axis, where the image distance

di is determined according to the thin-lens equation
1
di

+ 1
do

= 1
f .

zc

xc

yc

di

ecvc

nc

uc

Virtual film

-do

 Virtual lens

Lens sample point

Film sample point

po

Ray sample

f

Plane of focus

Fig. 6 Definition of a virtual camera for light field rendering.
All geometries for the camera model are specified with respect
to the world space where the point ec and three orthonormal
vectors uc, vc, and nc define the camera space.

To control the depth of field in rendered images, (iii)

the user also sets the diameter dl (in mm) of effective

lens aperture through which light passes. The aperture

of the real camera is adjusted via the f-number, which

is the ratio of the focal length to the diameter of the

entrance pupil. We allowed the user to specify the di-

ameter dl directly because it gives more intuition about

the relative size of the lens aperture with respect to the

4D light field being rendered.

By default, our virtual camera model naturally pro-

duces the effect of focus breathing, which refers to the

shifting of the field of view when the focus distance

changes. Thus, as is observed in the conventional single-

lens system that focuses by shifting lens or sensor with a

fixed focal length, the field of view gets narrower (wider)

when focusing closer (farther), where, based on the thin-

lens equation, the new field of view corresponding the

focus distance do becomes θfov = 2 tan−1 56(do−f)
2dof

. In

our virtual camera system, we also allowed (iv) the

user to optionally select a non-focus-breathing mode

in which the effective field of view remains constant re-

gardless of the object distance, as is often done in some

expensive lenses. This mode was implemented by fixing

the distance between the lens and the virtual film, in

which the effective focal length shrinks when focusing

closer. Specifically, it can easily be shown that the ef-

fective focal length fe = f ·do
f+do

keeps the field of view

invariant, where f is the focal length of the lens.
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6.2 Sampling the film and the lens aperture

When the virtual film is sampled at a point for render-

ing, the lens aperture area is also stochastically sampled

using a set of point samples that are, in our implemen-

tation, generated by a disc-sampling method based on

the concentric map [21]. For a given sample point on the

film (refer to Fig. 6 again), a set of rays corresponding

to the sample points on the lens aperture are created

according to the thin-lens theory: the line connecting

the film sample point and the center of lens is first in-

tersected with the focal plane to get a reference point po
and then the ray from each lens sample point through

po is created with respect to the world space to form a

set of ray samples.

Each ray sample is intersected with the light slab

of the 4D light field that exists in the world space

to get the (ur, vr) and (sr, tr) coordinates of the ra-

diance function L. To fetch the proper radiance value

L(ur, vr, sr, tr) from the 4D light field dataset, an ap-

propriate filtering operation needs to be applied. While

other cheaper methods such as a combination of the

nearest-neighbor and bilinear filters are available, we

find that the most expensive quadrilinear filter of the

full 4D function is fast enough for the GPU implemen-

tation. After all radiance values are collected from the

4D light field via these sample rays, the final radiance is

determined for the film sample point using a weighted

average method.

Note that when we simulate a pinhole camera with a

tiny aperture, the center of the lens, i.e., the projection

reference point ec, becomes the only sample point on

the lens. For example, if an image of 1, 024×1, 024 pixels

is to be rendered using a virtual camera with field of

view θf , the direction rij of the ray Rij(t) = ec + t · rij
starting from the (i, j)-th pixel center, i, j ∈ [0, 1023]

enumerating the pixels of the reversed image from the

bottom left corner, can be calculated in the world space

as

rij = −nc+tan
θf
2

(
2i+ 1

1024
−1)uc+tan

θf
2

(
2j + 1

1024
−1)vc.

On the other hand, when the lens has an aperture of

nonzero diameter dl > 0, the set of rays for the lens

sample points, whose number is proportional to the lens

area, are processed for each film sample point. While

this incurs more computation time per rendering, ef-

fects such as refocusing and depth-of-field control are

produced naturally.

7 Experimental results

To show the effectiveness of the proposed idea, we built

a 4D light field camera system as described and tested

its performance. All software implementation and per-

formance evaluation were carried out on a PC with an

Intel Core i7-5960X CPU with 64 GB of main mem-

ory and an Nvidia GeForce GTX 1080 GPU with 8 GB

of graphics memory. The GPU programming was done

using the OpenCL 1.2 API [1].

The developed system comprises three major com-

ponents:

– the camera system made of a 10× 10 camera array,

each of whose camera modules is connected to a

dedicated Raspberry Pi mainboard through a CSI

connector (see Fig. 2),

– the system software producing calibrated 4D light

field datasets from captured raw images, and

– the application software enabling effective light field

rendering.

7.1 Image capturing and calibration

Fig. 7 shows four raw images of an example 4D light

field dataset that was captured using our camera sys-

tem. To calibrate the camera system for this example

dataset, we placed the checkerboard defining the world

coordinate system about 3.6 m in front of the camera

array. (Note that the checkerboard in the raw images

was simply an object in the scene and the checkerboard

used for the calibration process had been placed roughly

at the distance of the marker cones.) During camera

shooting, each raw image from the camera array with

a resolution of 2, 592× 1, 944 pixels was saved in a file

as the highest-quality jpeg image. The size of a raw im-

age was approximately 2.7 Mbytes; thus, the total hard

disk space required for storing all raw images was about

270 MB per image-capture process.

When a 4D light field dataset of resolution 10 ×
10 × 1, 248 × 1, 152 was generated from the raw im-

age data through the described calibration process, the

size of the final binary data was 411.3 MB when loaded

into the main/graphics memory for light field render-

ing. Fig. 8 illustrates the 2D slices of the generated 4D

light field functions corresponding to the four corners

described in Fig. 7: L(0.05, 0.05, ·, ·) for bottom left,

L(0.05, 0.95, ·, ·) for bottom right, L(0.05, 0.95, ·, ·) for

top left, and L(0.95, 0.95, ·, ·) for top right. During the

generation of the light field dataset, we unexpectedly

observed that the rather old camera modules employed

often did not produce a consistent quality of images

in terms of sharpness, brightness, and white balance,

which can be identified in the four sample images of

Fig. 8. We hope that this quality problem will be re-

lieved markedly by using newer versions of the camera

modules.
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(a) Bottom left at (0,0) (b) Bottom right at (0,9)

(c) Top left at (9,0) (d) Top right at (9,9)

Fig. 7 Raw images captured at the four corners of the 10×10
camera array. The pair of numbers in parentheses indicate the
location of the camera module in the camera array with the
bottommost leftmost one using the address (0, 0).

(a) Bottom left at (0,0) (b) Bottom right at (0,9)

(c) Top left at (9,0) (d) Top right at (9,9)

Fig. 8 Generated light field images corresponding to the four
corners of the 10× 10 camera array.

7.2 Light field rendering and its performances

Fig. 9 shows a snapshot of the user interface of the ap-

plication software that enables the user to control var-

ious camera and rendering parameters to interactively

generate rendered images from the calibrated light field

datasets. One of the most important factors in develop-

ing an effective light field renderer is to exploit the high

degree of parallelism inherent in the rendering algo-

rithms, which permits efficient implementation on the

GPU. To reveal the performance gain obtained when

the GPU was harnessed, we first measured the timings

on both CPU and GPU to compute an image using the

virtual pinhole camera where only one sample in the

center was taken on the lens area.

Table 1 summarizes the runtimes to produce the

perspective view of the first image in Fig. 9 for four

selected image resolutions. As intuitively obvious, the

rendering times were basically proportional to the num-

ber of pixels in the rendering images when the single-

threaded CPU program was run. However, as expected,

considerable speedups were achieved by the OpenCL

implementation on the GPU where the computation

times increased sublinearly to the number of image pix-

els, which indicates the higher efficiency of the GPU for

larger pools of parallel tasks. In particular, we observed

that the best performance was usually achieved on the

GPU with OpenCL work-group size of (16, 8); therefore,

this configuration was applied throughout our parallel

renderer.

Fig. 9 Rendering an arbitrary view from a 4D light field.
The two toggleable control windows in the user interface al-
low the user to intuitively adjust the camera and rendering
parameters during interactive light field rendering.

Fig. 11 shows some of the rendering results obtained

using a virtual lens with a nonzero aperture diame-

ter (also see Fig. 12 for another example dataset). Dur-

ing the rendering of these images of 1024× 1024 pixels,

the quadrilinear filter was applied to fetch a radiance

value from the 4D light field data. In the sequence of im-

ages in Fig. 11(a), the focus distance was varied with

the focal length and the aperture diameter fixed. In

the default mode, a natural focus-breathing effect was

created as the focus plane moved back and forward.

Our virtual camera also provided a non-focus-breathing

mode as demonstrated in Fig. 11(b), in which the fo-
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Table 1 Rendering times for the virtual pinhole camera (unit:
ms). The CPU and GPU times needed to generate the per-
spective view in Fig. 9 from the example 4D light field dataset
of resolution 10×10×1, 248×1, 152 are compared. The pairs
of numbers in parentheses in the GPU times represent the
work-group sizes employed by the OpenCL kernel.

resolution CPU
GPU

(8,8) (16,8) (16,16) (32,16)

768×768 289.84 1.56 1.34 1.41 1.68

1,024×1,024 510.41 1.62 1.53 1.91 2.05

1,536×1,536 1,149.38 2.83 2.73 3.15 3.34

2,048×2,048 2,023.93 4.04 3.87 4.79 4.87

cal length was changed according to the varying focus

distance to keep the field of view constant.

The depth-of-field and zoom effects were also eas-

ily produced using our virtual camera by adjusting the

aperture diameter and the focal length, respectively, as

shown in Fig. 11(c) and (d). Finally for this example

dataset, the camera was moved to acquire the image

sequence in Fig. 11(e), which demonstrates significant

changes in perspective and parallax as well as the slight

depth-of-field effect. Note that the virtual camera of our

system can move freely in the world space to have ar-

bitrary positions and orientations as long as the view

volume of the camera intersects sufficiently with the

region that the 4D light field slab covers.

All these nice lens effects were not freely obtained

because, unlike the pinhole camera, multiple points on

the lens had to be sampled for each image pixel. In our

implementation, we set the number of lens samples nls
to be proportional to both the area of the virtual lens

and the lens sampling rate γls, to allow the user to in-

tuitively control the quality of the various lens effects.

More specifically, the size of lens samples was defined

as nls = γls
210π · π(dl2 )2 where the term 210π in the de-

nominator was a normalizing factor reflecting the phys-

ical size of the virtual lens. As clearly revealed in Ta-

ble 2, the computation times were affected substantially

by both the aperture diameter and the lens sampling

rate. Expectedly, the bokeh quality in the out-of-focus

parts of the rendered images was effectively controlled

by the lens sampling rate, which determined the den-

sity of lens samples. Our experiments showed that the

lens sampling rates between 4.0 and 9.0 usually pro-

duced sufficiently good lens effects without increasing

the rendering times excessively (see Fig. 10).

8 Concluding remarks and future work

In this paper, we described a camera system based on

the Raspberry Pi computers that readily captures 4D

Table 2 Light field rendering times on the GPU (unit: ms).
The GPU times required for generating images of 1, 024 ×
1, 024 pixels for the view in Fig. 10(a) are given (f = 444 mm
and do = 4, 000 mm). To investigate the computational bur-
den on the GPU, we tested different aperture diameter and
lens sampling rate combinations.

aperture diameter

(dl)

lens sampling rate (γls)

1.0 2.0 4.0 9.0 16.0

64 mm 2.67 4.83 6.06 11.74 19.41

128 mm 4.22 6.62 11.56 23.38 40.82

192 mm 6.04 10.38 18.33 39.25 64.06

256 mm 7.81 14.01 25.88 60.61 87.38

(a) A sample rendering image (b) γls = 1.0

(c) γls = 4.0 (d) γls = 9.0

Fig. 10 Effects of lens sampling rates. The quality of the
bokeh that was generated in the out-of-focus part of the image
rendered using a lens with aperture diameter dl = 256 mm is
compared against different lens sampling rates (f = 444 mm
and do = 4, 000 mm). When γls = 1.0, annoying aliases were
yielded due to insufficient sampling of the lens area as shown
in (b). In general, however, the rates between 4.0 and 9.0
produced sufficiently good blurring effects as demonstrated
in (c) and (d).

light fields. To facilitate light field rendering from the

acquired image data, we presented an effective calibra-

tion and resampling process for generating 4D light field

datasets that are aligned with normalized 4D space. We

also showed that, by controlling various parameters of-

fered by the proposed virtual camera model, several

good lens effects such as refocusing, focus breathing,

depth of field, and zooming and panning can be pro-

duced from the acquired 4D light fields.
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The architecture of our light field camera system is

scalable and flexible, and can be tailor-made easily to

fit the user’s needs. As based on commonly and cheaply

available Raspberry Pi computers, the camera system

can be built at a low cost and upgraded readily to a

newer one with enhanced light-capturing capability.

An unexpected difficulty that we experienced while

constructing the camera system was the quality prob-

lem from the raw images captured by the camera mod-

ules, which then affected negatively the process of 4D

light field generation. We found that the images from

the rather old, 5-megapixel camera module (v.1.3, which

was released in 2013) were often not sharp enough and

exhibited inconsistent brightness and white balance be-

tween the camera modules, which in turn adversely af-

fected the resulting quality of the 4D light field ren-

dering. We believe that using the recently upgraded 8-

megapixel module (v.2.1) will readily help to capture

4D light fields of improved quality.

Currently, the 10 × 10 configuration of the camera

array provides only a limited field of view. While em-

ploying more camera modules in the array or building

extra camera arrays may simply widen the view, a more

interesting solution would be to capture multiple over-

lapping 4D light fields using the current camera system

and then stitch them together to produce an integrated

light field dataset with a larger field of view. Note that

attaching to the camera array, for instance, a Google

Tango-enabled mobile device, equipped with an RGB-

D sensor, will facilitate to estimate the relative 6-DOF

camera array poses for the sequence of shooting, which

will be essential for generating composite 4D light fields

covering more extensive 3D regions. Future work will

entail the development of a software solution for this

hybrid 4D light field capturing process.

Furthermore, the current system does not produce

light field videos. Another interesting future problem is

to generate effective five-dimensional (5D) light fields by

adding a time dimension to the current 4D space, which

will enable the user to create various animation effects

through light field rendering. Whereas videos can eas-

ily be recorded using the current Raspberry Pi camera

modules to generate raw images for 5D light fields, the

tasks of representing reconstructed light field datasets

in a compact form and rendering them efficiently re-

main challenging.

Finally, it remains a future work to build a 4D RGB-

D light field camera system where only a few mobile

RGB-D sensors for static scenes or an array of Rasp-

berry Pi camera modules possibly with depth sensing

capability may be utilized to augment the conventional

4D light fields with refined, high-quality depth informa-

tion (refer to, e.g., [7] that used a single hand-held cam-

era with restricted linear motions to generate 3D RGB

light fields). Also, as high-resolution light fields with

detailed depth information are readily available, devel-

oping appropriate light field rendering techniques that

target various types of displays, including glasses-free

3D display, will also remain a challenge (refer to, e.g.,

[4] for a rendering technique designed for a projection-

based light field display).

Appendix: Estimation of the rigid body trans-

formation for finding the geometry parameters

of the camera array

Let M(α, β; θ) = T (α, β)R(θ) be the rigid body transforma-
tion we are to seek. The transformed position P̄ij of Pij , the
center of the (i, j)-th grid cell, is then

(
P̄ij
1

)
= T (α, β)R(θ)

(
Pij
1

)
=

 xij cos θ + yij sin θ + α

−xij sin θ + yij cos θ + β
1


where

Pij ≡
(
xij
yij

)
=

(
−140
−140

)
+

(
28i+ 14
28j + 14

)
=

(
28i− 126
28j − 126

)
.

The squared sum of the distances between P̄ij and P∗ij =

(x∗ij , y
∗
ij)

t, the projected position of the (i, j)-th camera in
the 2D coordinate system, is now expressed as

F (α, β; θ) =
9∑
j=0

9∑
i=0

‖P̄ij −P∗ij‖22

=
9∑
j=0

9∑
i=0

{ (xij cos θ + yij sin θ + α− x∗ij)2

+ (−xij sin θ + yij cos θ + β − y∗ij)2 }.

Then,

∂F

∂α
=

9∑
j=0

9∑
i=0

2(xij cos θ + yij sin θ + α− x∗ij)

= 2

(
cos θ

9∑
j=0

9∑
i=0

xij + sin θ
9∑
j=0

9∑
i=0

yij

+
9∑
j=0

9∑
i=0

α−
9∑
j=0

9∑
i=0

x∗ij

)

= 2

( 9∑
j=0

9∑
i=0

α−
9∑
j=0

9∑
i=0

x∗ij

)
.

From F (α, β; θ) = 0 and the similarity between the two vari-
ables α and β, we find the total error is minimized at (α∗, β∗)
where

α∗ =

∑9
j=0

∑9
i=0 x

∗
ij

100
, β∗ =

∑9
j=0

∑9
i=0 y

∗
ij

100
.
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(a) Refocusing with focus breathing. For a virtual lens with focal length f = 500 mm and aperture diameter dl = 192 mm,
the focus distance do was varied so that the focus was moved from the coffee maker (3, 400 mm), the marker cone (3, 700 mm),
the globe (3, 900 mm), and the fan (4, 700 mm) to the checkerboard (5, 200 mm). While not as drastic, the field of view clearly
becomes wider as we focus on farther objects.

(b) Refocusing without focus breathing. The effective focal length had to be adjusted to suppress the effect of focus breathing
and provide a fixed field of view. For the lens and the scene in (a), the focal length f varied as the focus was moved from the
coffee maker (436 mm), the marker cone (440 mm), the globe (443 mm), and the fan (452 mm) to the checkerboard (456 mm).

(c) Depth-of-field control. For a virtual lens with focal length f = 444 mm and the focus on the globe (do = 3, 900 mm), the
diameter of aperture dl was increased from 64 mm, 96 mm, 128 mm, 256 mm, and 512 mm to control the depth of field.

(d) Zooming in. With the focus set on the globe (do = 3, 900 mm), the focal length f was increased from 500 mm, 550 mm,
650 mm, and 800 mm to 1,000 mm for a close-up with the aperture diameter fixed at dl = 192 mm.

(e) Moving the virtual camera. With the focus set on the marker cone just behind the globe (do = 4, 300), we navigated the
scene with a virtual camera with the focal length and the diameter of aperture set to f = 700 mm and dl = 64 mm, respectively.

Fig. 11 Light field renderings by our application software. All images were rendered at 1, 024 × 1, 024 pixels from a 4D light
field of resolution 10× 10× 1, 248× 1, 152 that was produced by the camera system.
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(a) Raw images captured at the four corners of the 10× 10 camera array. From left to right: bottom left at (0,0), bottom
right at (0,9), top left at (9,0), and top right at (9,9).

(b) Various lens effects: refocusing without focus breathing (the first two images), depth of field (the next two images), and
panning (the last image).

Fig. 12 Examples of light field renderings for a different image capture.

Next, for the remaining variable,

∂F

∂θ
=

9∑
j=0

9∑
i=0

{ 2(xij cos θ + yij sin θ + α− x∗ij)

· (−xij sin θ + yij cos θ)

+ 2(−xij sin θ + yij cos θ + β − y∗ij)
· (−xij cos θ − yij sin θ) }

= 2{ sin θ
9∑
j=0

9∑
i=0

(x∗ij + y∗ji)xij

− cos θ
9∑
j=0

9∑
i=0

(x∗ji + y∗ij)yij }.

To estimate θ∗ such that ∂F
∂θ

= 0, the Newton–Raphson
method [6] is applied to the function f(θ) = S sin θ − C cos θ
with S =

∑9
j=0

∑9
i=0(x∗ij+y

∗
ji)xij and C =

∑9
j=0

∑9
i=0(x∗ji+

y∗ij)yij . Note that, since the rotational displacement is usu-
ally small, the following Newton–Rapson iteration converges
quickly to the solution θ∗ for the initial value θ0 = 0:

θk+1 = θk −
f(θk)

f ′(θk)
= θk −

S sin θk − C cos θk
S cos θk + C sin θk

.

Acknowledgements This research was supported by Basic
Science Research Program through the National Research
Foundation of Korea (NRF) funded by the Ministry of Ed-
ucation (No. NRF-2017R1D1A1B03029625).

References

1. Aaftab Munshi, L.H., Sochacki, B.: The OpenCL C Speci-
fication (Version: 2.0). Khronos OpenCL Working Group,
30 edn. (2015)

2. Adelson, E.H., Bergen, J.R.: The plenoptic function
and the elements of early vision. In: M. Landy, J.A.
Movshon (eds.) Computational Models of Visual Process-
ing, chap. 1. The MIT Press (1991)

3. Adelson, E.H., Wang, J.Y.: Single lens stereo with a
plenoptic camera. IEEE Transactions on Pattern Analy-
sis and Machine Intelligence 14(2), 99–106 (1992)

4. Adhikarla, V.K., Marton, F., Balogh, T., Gobbetti, E.:
Real-time adaptive content retargeting for live multi-view
capture and light field display. The Visual Computer
31(6-8), 1023–1032 (2015)

5. Brown, D.C.: Close-range camera calibration. PHO-
TOGRAMMETRIC ENGINEERING 37(8), 855–866
(1971)

6. Burden, R.L., Faires, J.D.: Numerical Analysis. Cengage
Learning (2010)

7. Donatsch, D., Bigdeli, S.A., Robert, P., Zwicker, M.:
Hand-held 3D light field photography and applications.
The Visual Computer 30(6-8), 897–907 (2014)

8. Foundation, R.P.: Raspberry Pi. https://www.

raspberrypi.org/. [Online; accessed 22-January-2016]
9. Georgeiv, T., Zheng, K.C., Curless, B., Salesin, D., Na-

yar, S., Intwala, C.: Spatio-angular resolution tradeoffs
in integral photography. In: Eurographics Symposium
on Rendering, pp. 263–272 (2006)

10. Gortler, S.J., Grzeszczuk, R., Szeliski, R., Cohen, M.F.:
The lumigraph. In: Proceedings of the 23rd Annual
Conference on Computer Graphics and Interactive Tech-
niques, SIGGRAPH ’96, pp. 43–54 (1996)

11. Hartley, R., Zisserman, A.: Multiple View Geometry in
Computer Vision. Cambridge University Press (2004)

12. Levoy, M., Hanrahan, P.: Light field rendering. In: Pro-
ceedings of the 23rd Annual Conference on Computer
Graphics and Interactive Techniques, SIGGRAPH ’96,
pp. 31–42 (1996)

13. Levoy, M., Ng, R., Adams, A., Footer, M., Horovitz, M.:
Light field microscopy. ACM Trans. Graph. 25(3), 924–
934 (2006)



14 Jaepung An et al.

14. Liang, C.K., Lin, T.H., Wong, B.Y., Liu, C., Chen, H.H.:
Programmable aperture photography: Multiplexed light
field acquisition. ACM Trans. Graph. 27(3), Article No.
55 (2008)

15. Lin, X., Wu, J., Zheng, G., Dai, Q.: Camera array based
light field microscopy. Biomedical Optics Express 6(9),
3179–3180 (2015)

16. Lytro: Lytro. https://www.lytro.com/. [Online; accessed
22-January-2016]

17. Ng, R.: Digital light field photography. Ph.D. thesis,
Stanford University (2006)

18. Ng, R., Levoy, M., Brédif, M., Duval, G., Horowitz, M.,
Hanrahan, P.: Light field photography with a hand-held
plenoptic camera. Computer Science Technical Report
CSTR 2 (2005)

19. OpenCV: OpenCV. http://opencv.org/. [Online; ac-
cessed 22-January-2016]

20. Raytrix: Raytrix. https://raytrix.de/produkte/. [On-
line; accessed 22-January-2016]

21. Shirley, P., Chiu, K.: A low distortion map between disk
and square. J. Graph. Tools 2(3), 45–52 (1997). DOI
10.1080/10867651.1997.10487479. URL http://dx.doi.

org/10.1080/10867651.1997.10487479

22. Stroebel, L., Compton, J., Current, I., Zakia, R.: Photo-
graphic Materials and Processes. Focal Press (1986)

23. Veeraraghavan, A., Raskar, R., Agrawal, A., Mohan, A.,
Tumblin, J.: Dappled photography: Mask enhanced cam-
eras for heterodyned light fields and coded aperture refo-
cusing. ACM Trans. Graph. 26(3), Article No. 69 (2007)

24. Venkataraman, K., Lelescu, D., Duparré, J., McMahon,
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